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Note:

This Audit Briefing is intended to provide auditors with ‘awareness’ of what a firewall is and how it is used. It also provides suggestions for the topics that an auditor might wish to discuss with a client with regard to their firewall security policy and its implementation.

The document, which contains embedded hyperlinks, should be used in electronic form. Check Word’s View, Toolbars, Web option (left and right facing arrows will appear on your toolbar) to enable backtracking after reading a hyperlinked note.

Overview
A firewall is a system for protecting the confidentiality, integrity, and availability of data held on networked computers and, increasingly in this age of electronic business, corporate reputation.
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Strictly speaking, the term "fire wall" means a fireproof barrier designed to prevent fire spreading from one part of a building to another. From the computer security perspective, "firewall" is a good metaphor for the barrier placed between a trusted and an untrusted network such as the Internet. Indeed, firewalls can provide a security barrier between any networks, external or internal, where the flow of traffic needs to be controlled.  

Rather like a security guard posted on the front door, a firewall acts by inspecting the electronic messages that attempt to pass through it. 

Using rules set up by the Network Administrator, the firewall either permits or denies access. Thus, a firewall might be set up to permit all traffic of a certain type (say e-mail) but to deny all other requests. It might also be configured to deny all messages of a specified type, except for those emanating from a specified network address(s). 

Firewalls are designed to protect against active attempts of various types to breach network security. A key benefit is that a firewall focuses security administration at a single point, thereby simplifying the implementation of security policy, the tracking of data, and auditing. A firewall will also gather evidence of attacks, potentially allowing an organisation to pursue legal action.
A firewall also has its limitations. It’s unable to protect against malicious insiders; completely new (unknown) threats; attacks from network connections that don’t pass through it; social engineering attacks; and the result of being wrongly set up. Furthermore, firewalls are not primarily designed to protect against virus attack. Although some do offer virus protection, detecting a virus in a random packet of data passing through a firewall is very difficult.
Finally, firewalls do not run themselves; they need to be actively managed. A firewall must be configured to implement correctly a sensible security policy (one that is in line with the organisation’s needs, which might change), its software needs to be updated in line with vendor updates, and the firewall log needs to be reviewed frequently for signs of attempted attacks. 
To obtain assurance that a firewall provides adequate protection, the auditor should:

· consider whether the security policy is a good match for the organisation's needs;

· consider whether the firewall system is a suitable design for enforcing the security policy;

· consider whether the firewall is correctly set up to implement the security policy; and finally…..
· review evidence that suitable testing confirms that the firewall is operating as documented.

What does a firewall comprise?

A firewall should be viewed more as an overall approach to security rather than a set of components. Nevertheless, a firewall usually comprises: 

· a dedicated computer: this is the firewall’s hardware component. It might be a router, PC or server placed at the network junction where firewall security is needed, its task being to scan all the inbound and outbound network traffic to determine which requests are permissible and which should be blocked. In a commercial environment (as opposed to a home PC) this critical function is placed on a dedicated machine, separated from the rest of the network, and all inbound/outbound traffic is forced to pass through it; 

· software: special “packet filtering” software examines each packet of data within each network transmission. The filter determines whether the packet has been transmitted from an acceptable source and whether the packet carries requests for legitimate information in a properly secured manner; 

· security policy: in addition to its hardware and software components, a firewall also relies on a set of rules or “security policy”, set up and maintained by the Network Administrator.
This is a simple explanation and more complex firewall configurations are possible.
Locating a firewall: “keeping the outside out and the inside in”
Arguably, the most important aspect of a firewall is its location. 

A firewall should be positioned at the entry point to the networked it is to protect, which is the most effective position in which to control all incoming and outgoing traffic. It is essential, therefore, that the Network Administrator knows all the network’s access points, for if access points other than the main firewall-protected gateway exist, the protection afforded by the firewall can be bypassed. Known as “backdoors”, such rogue access points might exist if a PC on the otherwise secure network has its own modem with direct access to the outside world via its own telephone line or a wireless link. No matter how secure the external gateway is, anyone accessing via a backdoor skirts around the firewall - it’s rather like locking your front door only to have intruders enter through an unlocked ground floor window.
Before moving on to describe a very important aspect of firewall location, the “demilitarised zone” (or “DMZ”), it is first necessary to describe the role of the “proxy” server.
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A function that is often combined with a firewall is that of a “proxy” server. A proxy can be used to provide caching, but its main role in the context of access control is to act as an intermediary (hence the term “proxy”) for other computers by accessing the Web on their behalf. 

When a computer requests a web page, the request is intercepted and actioned by the proxy, which retrieves the page and sends it to the requesting computer. The effect is that the remote computer hosting the web page never comes into direct contact with the true requesting computer on the corporate network, only with its proxy. Consequently, regardless of which internal computer places a request for information, external computers (e.g. on the Internet) see only the proxy server's IP address. In this way, the source and destination systems never actually connect; in effect, the proxy server masks the IP addresses of the corporate network’s computers, thus denying a potential hacker access to useful intelligence (see also NAT).

While not a security function, it’s worth mentioning that a proxy server can also make web access more efficient. Pages from frequently accessed web sites are stored (“cached”) on the proxy server. The next time a cached page is requested, it doesn't need to be reloaded from the web site but loads instantaneously from the proxy server’s cache. Proxy servers can also be used to filter requests. For example, an organisation might use a proxy server to prevent its employees from accessing a specific set of web sites or a range of network services.
A proxy is another example of a server that might usefully be located within a DMZ. If web access for internal users is via a proxy server, the firewall rules can be set to permit outgoing access only to the proxy server.

The demilitarized zone

An aspect of firewall location that applies in many cases, arises from a need to permit external access to some part of an organisation’s network, for example to enable external e-mail to be received and to provide public access to a web site. This introduces the concept of the “demilitarised zone”, usually abbreviated to “DMZ”. 

The object of a DMZ is to provide a network segment that is externally accessible and on which are located services or files that are publicly available. The remainder of the network is placed on its own separate network segment and connected to the firewall separately from the DMZ. In this manner, unauthorised users are further prevented from accessing public resources.
To illustrate the basic operation of a DMZ (much more complex configurations are possible), consider two scenarios.
Scenario 1 - no DMZ 

In Scenario 1, workstations, mail and other internal servers are located on the same network segment behind a firewall. The firewall security policy is configured to allow inbound e-mail (on port 25) to access the mail server. 

Consider a situation in which the e-mail server software contains a security flaw, which a hacker exploits to gain administrator access (i.e. access to all network resources). The hacker then installs a backdoor program giving full access to the server. Because the mail server is on the same network segment as other corporate computers, a hacker can easily attack the other computers (and their data) because there is now no firewall to protect them.
This scenario illustrates a point made earlier, that a firewall is only one layer - albeit an important one - in a general security strategy. Other layers of control - such as strong passwords and activity logging (and frequent log review) - should be in place to protect other network resources. 

Scenario 2 – DMZ in place 

In Scenario 2, workstations, mail and other internal servers are located on the same network segment behind a firewall, which blocks all inbound traffic. The SMTP relay server (in effect an e-mail proxy server) is placed on a separate "DMZ" subnet connected to the firewall. The firewall security policy is configured to allow all inbound e-mail (port 25) to access the SMTP relay server, which relays inbound mail to the mail server located behind the second firewall (the reverse applies to outbound e-mail). 

Consider a situation in which the SMTP relay server software contains a security flaw, which a hacker exploits to gain "Administrator" access. The hacker then installs a backdoor program giving full access to the server. However, because the SMTP relay server is not on the same network segment as the other network resources - which are protected by separate firewall rules - the hacker cannot attack them. 

Running a public mail server on the Internet is inherently risky, as is running any public server. But, as can be seen from these examples, a DMZ mitigates risk should a public server become compromised. Again, when deploying a DMZ, it is imperative that the public servers do not have any backdoor connections to the internal network that could be used by a hacker to bypass the firewall. The firewall should be the only link between the two subnets.

It is possible to deploy multiple DMZ’s to provide extra levels of security. For example:

· an e-mail server might be installed on one DMZ and a web server on another. If the web server is compromised, the e-mail server is protected from the compromised web server;

· a backup firewall might be installed, which continuously monitors the "health" of the primary firewall. If the primary firewall fails, the backup firewall assumes the IP address of the failed primary firewall and takes over its firewall duties. A backup firewall is usually installed where a public-facing service is mission critical and extended periods of downtime due to hardware failure cannot be tolerated.

Points to remember
A DMZ should:
· be isolated and not connected directly to the internal network;
· not contain internal network information that could help a hacker infiltrate other parts of the network. This includes user names, passwords, network hardware configuration information, and any system tools and utilities that are inessential for its operation;
· not contain vital resources. Any important files placed on the DMZ should be read-only copies of originals located within the internal network. Files created in the DMZ should not be able to migrate to the internal network unless the Network Administrator has examined them;
· be as secure a host as is practical. A hacker may be prevented from compromising the internal network from the DMZ, but could use resources within it to mount an attack on another organisation’s network.

Firewall services

Introduction

So far, we have considered the overall role of a firewall and its location. In this section, we consider the functions performed by a firewall in more detail. But first, a few words about “packets”.
When a data file is to be transmitted across a TCP/IP network, it’s first broken into small chunks (or “packets”) to make it more manageable than the entire file; e-mail, web page retrievals and file downloads are transmitted in this form. Individual packets contain data, source and destination addresses, error checking and other information. Depending on how they’re switched, individual packets can follow the same or different routes across a network to their destination. When all the packets that comprise a message have been received, they are recompiled into the originally transmitted file.

Firewalls, regardless of type, have one thing in common: they receive, inspect, and make decisions about all incoming packets (they might also regulate outgoing packets) before they reach the protected parts of a network. For this reason, firewalls are placed at the entry point of the network that the firewall is intended to protect. 

Firewalls fall into several categories; in basic terms, they work as follows: 
Packet filters
The original and most basic type of firewall performs “packet filtering”. In effect, a packet is a small file that contains the following:

· the data, acknowledgment, request or command from the originating system; 

· the source IP address and port; 
· the destination IP address and port; 

· information about the “protocol” (or set of rules) by which the packet is to be handled; 

· information for detecting errors;

· information on the type and status of the data being sent; and….
· other information outside the scope of this briefing. 

Packet filtering takes place at the lowest layer in the hierarchy of network processes (called the Network or Internet layer). This means that the firewall process is the first to receive and handle incoming (and the last to handle outgoing) network traffic. The firewall examines each packet’s protocol and address information, and filters incoming and outgoing packets by reference to a set of configurable security policies. It allows, or disallows, packets based on their: 

· source IP address; 

· destination port number;

· protocol (e.g. the firewall might be configured to bar everything but e-mail packets). 

In the following table, for example, rule:
1 blocks all network traffic (subject to creating exceptions for rules 2 & 3);
2 allows unrestricted access on Port 80 to the Web Server; 

3 allows TELNET access to the Webmaster. 

	RULE
	ACTION
	LOCAL HOST
	LOCAL PORT
	REMOTE HOST
	REMOTE PORT

	1
	DENY
	*
	*
	*
	*

	2
	ALLOW
	WWW-SERVER
	80
	*
	*

	3
	ALLOW
	WWW-SERVER
	23
	MACHINE ROOM
	*


Circuit Level Gateways (or Circuit Relays)

Circuit level gateways monitor TCP handshaking between packets to determine whether a requested session is legitimate. Information passed to a remote computer through a circuit level gateway appears to have originated from the gateway. This is useful for hiding information about protected networks. Circuit level gateways are relatively inexpensive and have the advantage of hiding information about the private network they protect. On the other hand, they do not filter individual packets.

Application Gateways 

A more involved approach, in which the firewall acts as a proxy server for each application, performing all data exchanges with the remote system in their behalf, thereby concealing the computer running the application from the remote system.

An application gateway can allow or disallow traffic according to specific rules, permitting some commands to a server but not others; limiting file access to certain types; varying rules according to authenticated users; etc. This type of firewall can often be used to monitor events and perform detailed logging of traffic on the host system, and sound alarms or notify the Network Administrator under defined conditions.

However, an application proxy tends to be processor intensive and difficult to set up, requiring detailed attention to the individual applications that use it - all traffic will be rejected without an appropriate proxy.

Dynamic Filtering
The advantage of static packet filtering lies in its relative simplicity, ease of implementation and low impact on network performance. However, it’s not foolproof, its main weaknesses being that:

· the address information within a packet can be falsified ("spoofed") by the sender; 

· the data or requests (which it does not examine) contained in allowed packets may cause unwanted events. They might, for example, allow an attacker to use an illegally obtained password to gain access to network resources or to take control of a targeted web server program by exploiting an unpatched security bug (which are by no means uncommon!);

· it does not conceal the internal network topology from outsiders, thus disclosing to a potential hacker important intelligence about the target network.

It’s not sufficient to examine packets in isolation where connections to services are either always allowed or always denied. Thus, static (i.e. constant and unchanging) packet filtering firewalls are  only adequate for simple environments, such as home offices that use dial-up connections. 
“State” information - i.e. that derived from past communications and other applications - is essential for analysing new communication requests. Depending upon its nature, both the communication state (derived from past communications) and the application state (derived from other applications) may be critical in making an informed control decision. More sophisticated packet filtering implementations attempt intelligent decision-making by employing: 

· dynamic packet filtering; takes static packet filter further by maintaining a connection table in order to monitor the state of a communication, a powerful feature that can be used to better control traffic flow. For example, should an attacker send a packet that contains a payload designed to crash the system by making the packet appear to be a reply to information requested by the internal system. A static packet filter would be fooled into thinking that this was a reply to a data request, and pass the information to the internal system. A dynamic packet filter is not so easily fooled; when the information is received, it looks up its connection table (referred to as its "state" table) to discover that the internal system never actually connected to this external system to place a data request. Since this information had not been explicitly requested, the dynamic packet filter would block it.
· stateful inspection: registered as a trade mark by Checkpoint Systems, stateful inspection is similar to dynamic packet filtering, both maintaining a state table in which to record active sessions. Stateful Inspection adds the feature of being able to screen the data portion of a packet. However, this does not occur with all services and the system must be specifically coded to do so. 
Firewall bolt-ons

Vendors are now enhancing the conventional firewall services with optional “bolt-on” features that a firewall can perform conveniently on both in and out-bound traffic. 

There are different types of communication that a firewall has to block and different methods of filtering what is permissible. For example, e-mail may be an authorised communications medium, but information can enter an organisation as an e-mail attachment. Bolt-ons are available that check attachments for undesirable content (viruses, worms and Trojan horses) before they are allowed onto the network. Bolt-ons can also check authorised communications for inappropriate content; known as “Content Filters”, they screen inbound and outbound communication content for key words (such as profanities) deemed inappropriate, and park suspect content for closer examination. “Web Blockers”, which are sometimes associated with firewalls, prevent users in a network from accessing external information deemed inappropriate, mainly from the Internet. 

Bolt-on products use various methods to determine what information to permit. In general, these are to:

· Bar certain types of file from entering the network: the main category here is “executable” files (e.g. .EXE, .COM, .BAT, .VBS, .PIF, .SCR, .LNK); executables are files that, when opened, the operating system will recognise as instructions to be performed, and will then proceed to perform them without further intervention. 

· Park files that exceed a defined size: file size can be a criterion for allowing an attachment to enter/leave an organisation. Numbers of large files traversing an e-mail system can cause network congestion, slowing access for other users. 

· Screen text strings or words: when an e-mail, or text from a web page, contains a banned word, such as a profanity, the Firewall or Blocker is capable of stopping that information from reaching the user or prevent the user from sending an obscene message out of the organisation.

· Screen URLs or web addresses: the bolt-on is designed to prevent users from visiting any on a list of banned addresses. 
Firewall Maintenance
A firewall is not something to be installed and then forgotten about. Over and above implementing changes in firewall security policy (i.e. the rules that govern its actions), there are other maintenance tasks that need frequent attention. These fall into three broad categories:

Housekeeping 

Housekeeping comprises the ongoing tasks necessary to keep a firewall safe and tidy: 

· backing up: should include both the general-purpose computers used as bastion hosts or internal servers, and also routers and any other special-purpose devices. Rebuilding their configuration settings is often time-consuming, but security depends on devices that are configured correctly; 

· account management: adding new accounts, removing old ones, changing passwords, etc. is an often neglected housekeeping task. It's absolutely crucial on firewall systems that new accounts are added correctly, old accounts removed promptly and passwords changed in strict accordance with corporate password policy; 

· managing disk capacity: data always expands to fill all available space, even on machines that have (or certainly should have!) very few users.
Monitoring

Another important aspect of firewall maintenance involves monitoring, which should aim to provide assurance that the: 

· firewall has not been compromised; 

· Network Administrator is aware of the level of attacks against it and is therefore able to detect an sudden increases in normal activity; 

· firewall is in working order with regard to its implementation of the firewall security policy;
· firewall provides the service that business users require.
Most of this monitoring can be carried out using tools and the logging provided by the firewall vendor.
Ideally everything that goes through the firewall should be logged - every packet dropped or accepted and every connection requested - but this is impractical due to the volume of data that would result and the adverse impact on system performance. It’s therefore a matter of striking a compromise, that should at least include the logging of:

· dropped or rejected packets, denied connections and rejected attempts; 

· the time, protocol and username for every successful connection to or through your bastion host; 

· error messages from routers, the bastion host and any proxy programs.
Firewall monitoring can be supplemented with an Intrusion Detection System.
Updating
The most difficult aspect of firewall maintenance is keeping abreast with developments. This is never-ending; new software bugs are discovered and exploited; new attacks are carried out; new patches and fixes to the existing systems and tools are made in response; and new tools become available to cater for the continually evolving security needs.
Keeping a firewall system up to date is straightforward proving that the network administration team are themselves up-to-date with developments. This means keeping an ‘ear to the ground’ by joining professional forums; visiting security and system administration sites; monitoring newsgroups relevant to firewalls; and maintaining a close working relationship with the firewall vendor. 
Points for the auditor to consider

Firewalls are deployed mainly to protect against external attempts to access a computer, either for the purpose of eavesdropping on activities, stealing data, sabotage, or using a hacked (“zombie”) computer to launch an attack on a third party. Most firewalls don’t provide effective protection against virus/Trojan/worm attack - that’s really a job for an anti-virus system.

Remember that a firewall is not an end in itself, but a component - albeit an important one - in an overall security management system. It’s essentially an outward facing control that does not protect against internal attack, which might even be directed at the firewall. It’s therefore important to review a firewall in the context of corporate security policy and the client’s framework for managing security overall. For security to work effectively it is necessary to operate an appropriate framework of security policies, procedures, responsibilities, and security auditing.  

Although this section suggests what to consider, firewalls are a complex and fast-moving technology where the auditor might better focus on how management obtain assurance that their firewall provides a level of security commensurate with their business needs, rather than on attempting a firewall audit from first principles. At this level, the broad steps to auditing a firewall are to:

Review the firewall security policy: is there a clearly-stated and coherent policy? Does it adequately meet the organisation's business needs? The firewall security policy is the single most important part of a firewall’s management, and one where the safe policy stance - and that generally taken - is to “prohibit everything that's not explicitly permitted”. Remember that security is a trade-off between levels of risk on the one hand and the cost and operational inconvenience of managing risk down to an acceptable level on the other. The extent of packet examination performed by the firewall system carries a performance trade-off; cash costs are a mix of initial purchase (hardware and software), initial setup, and ongoing maintenance. Security policy might therefore need to compromise between what is most desirable and what is affordable.
Review the firewall system design: is the firewall a suitable choice for enforcing the security policy? Can it do what is expected of it? 
Review the firewall configuration: is the firewall properly set up? In particular, what procedures apply to the implementation of changes to the Firewall Security Policy, how are they implemented and how are they tested to confirm they work as expected?  What controls exist for preventing unauthorised change to the firewall configuration; and as a rider to this, can the Network Administrator detect unauthorised changes to the authorised firewall configuration were they to occur? How does the Network Administrator confirm that the firewall is not bypassed, for example by an unauthorised modem on the network?
Does management periodically confirm that the firewall behaves as documented? Is the firewall implementation periodically tested? (see BS 17799, section 12, on technical compliance checking). Does the Network Administrator periodically run tests to confirm that all open ports are appropriate (e.g. to detect successful Trojan attacks)? How does the Network Administrator gain assurance that firewall and associated bolt-on software is up-to-date? What events are logged at the firewall? Is the log protected from unauthorised change/deletion? How frequently is the firewall log reviewed? When was an incident, recognised from analysis of the firewall logs, last brought to management attention and what action resulted?
Terminology

Administrator access: a level of access that permits a person (or process) unfettered access to the operating system. This provides the ability to change OS system settings and to bypass whatever protections and safeguards the OS provides, such as virus protection, protection of critical system files, and user data protection. This level of access is necessary for system management purposes, but for obvious reasons it should be restricted to the minimum number of (highly trusted and technically competent) staff necessary to perform the work.

Backdoor program (or “backdoor Trojan”): gives a remote user System Administrator privileges to the target computer via the Internet. With a backdoor program installed, a remote user anywhere in the world can, with respect to the target computer:

· gain access to all commands, facilities and data;

· log keystrokes and capture passwords;

· up and download files;

· launch attacks on other computer systems;

· leave no outward trace that anyone else has access the system.
Backdoors generally come disguised as a component of what to the user appears to be a legitimate program. Users who inadvertently install a backdoor are unlikely to notice anything wrong with the installation or the operation of their computer. Trojan horse software may include a backdoor. Many backdoor programs are recognised by (up-to-date) antivirus software.
Bastion host: is the system that outsiders - friendly or not - must connect with in order to access internal systems and services. It’s analogous to the lobby of a building; outsiders should not be able to enter the inner areas, but they can walk freely into the foyer and ask the receptionist or security guard for what they want - whether they get what they ask for depends upon the building's security policy. Like a building’s foyer, a bastion host is exposed to potentially hostile elements, so for this reason, firewall builders and administrators need to concentrate their security efforts on protecting it.

BS ISO/IEC 17799: a code of practice for information security management published by the British Standards Institution (BSI) and adopted by HMG as criteria for central departments.

Client: is a node, or a software program, that requests services from a server.

Firewall security policy: a document, based on security and business needs analysis, which describes an organisation’s network security concerns. In common with other security policy documents, to avoid the need for frequent change it should provide broad direction setting out the risks, how they are to be managed, relevant roles and responsibilities, and auditing and reporting requirements. More detailed requirements (for example, change control and configuration management) are usually set out in security standards and operating procedures.

Firewall screening: a firewall is controlled by adding or removing “filters” that are designed to screen and take action - according to a security policy - when they detect specified conditions within packages as they arrive from the external (or “untrusted”) network. On an Internet-type communications network, screening is commonly applied to the following package characteristics: 

IP addresses: every device connected to an Internet-type (or “TCP/IP”) network is identified by its unique “Internet Protocol” or “IP” address. This is a 32-bit number normally expressed as four "octets" (e.g. 212.137.57.41). It’s possible to configure a firewall to block all traffic to or from a specified IP address. 

Domain names; because IP addresses are difficult to remember and sometimes need to be changed, most servers on the Internet also have human-readable names, called “domain names”. For example, it is easier for most of us to remember www.nao.gov.uk than it is to remember 216.27.61.137. It is possible to block access to all but certain specified domain names. 

Protocols: are pre-defined sets of rules that govern how a client (e.g. a web browser) who wants to use a service communicates with that service; in other words, how the client and the server will conduct their conversation. Some common protocols that firewall filters can be set to include or exclude are: 

· Internet Protocol: IP is the standard method for transporting information across the Internet contained in packets of data. It is often linked to Transmission Control Protocol, which reassembles the packets once they have been delivered to their destination.
· Transport Control Protocol: TCP, used to disassemble information into packets for transmission over a network, and to reassemble the packets on delivery.
· Hyper Text Transfer Protocol: HTTP, the set of rules governing the transmission of “hypertext” files across the Internet (hypertext is any text that contains links to other documents). Web pages are reached using HTTP (port 80).
· File Transfer Protocol: FTP, the Internet standard high-level protocol for transferring files from one computer to another (port 21).
· User Datagram Protocol: UDP, used in connection with information that requires no response, such as streaming audio and video. Unlike TCP/IP (above), UDP does not require a handshake and is therefore much faster (UDP uses several ports in the 400 range).
· Internet Control Message Protocol: ICMP allows for the generation of error messages, test packets and informational messages related to IP (see above). Used by routers to exchange information with each other.
· Simple Mail Transport Protocol: SMTP, a protocol for sending e-mail between servers (port 25).
· Simple Network Management Protocol: SNMP is a set of rules that allows messages to be sent to/from a device to gather information or to configure the device (port 161).

· Telnet: a protocol for remote computing on the Internet. It allows a computer to act as a remote terminal on another machine, anywhere on the Internet. When a user ‘telnets’ to a particular host and port, the remote computer (which must be running a telnet server application) accepts input directly from the user’s computer and output results direct to the screen (port 23).

Ports: a server makes its services available to a network using numbered ports, one for each service that is available on the server. For example, if a server is running Web (HTTP) and FTP server applications, the Web server would typically be available on port 80 and the FTP server would be available on port 21. An organisation might decide to block port 21 accesses on all servers bar one. See also port number.
Specific words and phrases: some types of firewall will screen packets of information for an exact match of the text listed in the filter. For example, the firewall might be configured to block any packet containing the words "X-rated" and “X rated”.

Handshake: a series of signals acknowledging that communication or the transfer of information can take place between computers or other devices.
Hubs, switches and routers: all three are connection devises that allow computers connected to a LAN to communicate. A hub is a device that floods all its ports with any traffic passed through it, i.e. all workstations have to process all IP packets. In contrast, a switch only floods traffic to the ports that need it thereby conserving bandwidth and preventing workstations having to process each and every packet passed through the switch. A router is like a switch, but with ability to route traffic to another LAN.

Intrusion Detection Systems (IDS): is a type of network security management system that gathers and analyses information from various areas within a computer or a network to identify possible security breaches; these include both external attacks (intrusions) and internal attacks (misuse). Intrusion detection functions include monitoring and analysing user and system activities and recognising behaviour patterns that are typical of attacks. See also IPS.
Intrusion Prevention Systems (IPS): is any hardware or software that has the ability to detect and prevent known attacks. An IPS goes beyond an IDS in that it aims to detect indications of an impending attack as well as being able to respond automatically and in a predefined manner to prevent an attack from damaging the protected system. This ability to respond means an IPS offers the potential to enable a system to remain on-line despite being under attack. Heuristic, anomaly checking and signature- based filtering (as is used in anti-virus software) are used.
LAN: short for Local Area Network, is a computer network that spans a relatively small geographic area, generally confined to a single building or group of buildings. However, one LAN can be connected to other LANs over any distance via telephone lines and radio links. A system of LANs connected in this way is called a wide-area network (WAN).
NAT: short for Network Address Translation, is the ability of a firewall to translate the network addresses of each device (for example, a PC) on an internal network into an address that can be sent to an external network (e.g. the Internet). By translating the address, NAT ensures that the true address of an individual PC is never transmitted on the Internet. By hiding internally managed IP addresses from external networks in this way, NAT essentially makes LAN devices non-existent to external computers.

Packets: firewalls work by filtering out or blocking packets that contain prohibited content. So what’s a “packet”? When a data file is to be transmitted across a network, it’s first broken into small chunks or “packets” that are more manageable than the entire file. Individual packets contain data, plus source and destination addresses and other information. Depending on how they are switched, individual packets can follow different routes across the network to their destination. When all the packets that comprise a message have been received, they are recompiled into the original message.

Port number: identifies a specific process to which a network message is to be forwarded when it arrives at a server. Port numbers range from 0 to 65536, ports 0 to 1024 being reserved for use by certain privileged services.

Server: can be either a computer or a software package that provides a specific kind of service to “client” software running on other computers. The term can refer to a particular piece of software, such as a WWW server, or to the machine on which the software is running. A single server machine might have several different server software packages running on it, thus providing many different servers to clients on the network.

SMTP relay: an SMTP server that allows e-mail to be sent without the sender being on the same local network. 
Source routing: an IP option that allows the originator of a packet to specify what path that packet will take and what path packets returned to the originator will take. Source routing is useful when the default route that a connection will take fails or is suboptimal for some reason, or for network diagnostic purposes. However, the facility can be abused by an attacker to make machine A think it is talking to a machine B, when it is really talking to a third machine C. This means that C has control over B's IP address for some purposes.

Spoof: To fool. In networking, the term is used to describe a variety of ways in which hardware and software can be fooled. “IP spoofing”, for example, involves trickery that makes a message appear as if it came from an authorised IP address.

VPN: short for Virtual Private Network, is the extension of a private network that encompasses links across shared or public networks like the Internet. By using a VPN, data can be exchanged between two computers across an untrusted network in a manner that emulates a (secure) point-to-point private link. To achieve this VPN systems use encryption and other security mechanisms to ensure that only authorised users can access the network and that the data cannot be intercepted.
Scenario 1 – no DMZ





Scenario 2 – DMZ in place
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